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01   Unsupervised Domain Adaptation

•Problem: A model trained on labeled synthetic data often 
performs poorly on unlabeled real-world images due to 
the domain gap. 

Two limitations of prior UDA methods

Pixel level  Mixing-based self-training keeps only 
high-confidence pseudo-labels, so the student sees a small 
subset of target pixels.
Feature level  Prototypes from a source-trained teacher are 
source-biased, unstable, and collapse for rare classes.

Source: labeled synthetic     →     Target: unlabeled real

02   Key Insight

SAM  —  object-level spatial priors

DINOv3  —  domain-robust features

03   Proposed Method

SOURCE   DS = {XS , YS}
GTA5 / SYNTHIA · labeled

TARGET   DT = {XT}
Cityscapes · unlabeled

Source-Target Distillation  (base UDA pipeline)

Student  fθ Teacher  hφ
EMA of student

Pseudo-label
confidence > τ

ℒS — supervised, source ℒT — unsupervised, target

①   SAM  ·  pseudo-label refinement

SEEDS superpixels
→ median centers
as SAM prompts

SAM
mask generation

Overlap-aware
filtering

→ mask IDs

Per-mask pixel
max softmax > τ  AND
top-1 − top-2 gap > τ′

All kept pixels agree
on class k → assign k

to the whole mask

②   DINOv3  ·  feature alignment

Source images
+ ground truth

DINOv3 ViT-L
frozen

Fixed class
prototypes

ℓ2-normalized

conv proj. head → zi Prototype contrastive
alignment  ℒproto

ℒ = ℒS + ℒT + λ ℒproto      (λ = 0.1)

04   Results
GTA5 → Cityscapes   ·   19 classes
Method mIoU (%)
DAFormer [2] 68.3

HRDA [3] 73.8

MIC [1] — base method 75.9

COPT [4] 76.1

Ours 77.4

SYNTHIA → Cityscapes   ·   16 classes
Method mIoU (%)
DAFormer [2] 60.9

HRDA [3] 65.8

MIC [1] — base method 67.3

COPT [4] 67.4

Ours 68.8

+1.3  GTA5→CS          +1.4  SYNTHIA→CS

mIoU gain over COPT, the strongest (76.1→77.4 and 67.4
→68.8).

05   Ablation

mIoU (%) on GTA5 → Cityscapes across backbones and UDA 
frameworks.

Backbone · UDA 
method Base +DINO +SAM+DIN

O Δ

DeepLabV2 · DACS 55.93 58.12 58.77 +2.84

DAFormer · DAFormer 66.72 68.45 69.17 +2.45

DAFormer · HRDA 73.72 74.57 76.04 +2.32

DAFormer · MIC 75.19 76.18 77.4 +2.21
Both components help on every backbone and framework tested. 
Prototype alignment helps DeepLabV2 most; SAM refinement 
pays off more as the baseline gets stronger.

06   Qualitative Results

Super Pixel  —  Effective Prompts for SAM 

Target Image Target Ground Truth

MIC [1] Ours

SAM Mask Effectivity

Method
# of 

Promp
ts

# of 
Masks Cov.

Auto Masks 1024 118 62.94 %

Ours 882 117 91.46 %

SAM Mask Efficiency

Method Mask 
Gen.

Train 
Through

put

Auto Masks 8.04 
s/img 0.46 it/s

Ours 6.96 
s/img 0.53 it/s
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