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Our proposed approach: finetuned lightweight crossencoder

Lightweight Model Augmented By Expert Knowledge In Realistic Clinical 

Decision-Making On Colorectal Cancer Treatment

BACKGROUND

Background:
➢ Colorectal cancer: among the deadliest and most frequent cancers.
➢ Thesaurus: national recommendation guidelines detailing the best treatment for various patient situations.
➢Multidisciplinary Team Meeting (MDTM): team of healthcare professionals discussing treatments for each patient.
➢ Issues: determining the best treatment is a complex task due to the growing number of patient records to review 

in a limited time, occasional unavailability of experts, and varying levels of familiarity with the latest guidelines.

DATASET

➢222 de-identified French medical MDTM reports 
from patients with non-metastatic colon cancer.

➢Obtained from Nice University Hospital.

➢MDTM reports follow a standardized template—
a form with fillable fields—summarizing key 
patient details.

➢MDTM reports are usually 2 pages long.

MTDM reports

➢The thesaurus is a long and highly structured document organized into multiple 
hierarchical levels of titles, sections, subsections, lists, paragraphs, etc.

Non-metastatic colorectal 
cancer « thesaurus »

Competing approaches : LLMs
LLM characteristics:

• Open-weight models
• Parameters: 7B to 47B
• Context window: 32k to 128k tokens
• Instruction-tuned versions
• Fine-tuned on medical or French data

Metric: F2-score

• Avoid missing relevant treatments

• Recall is prioritized over precision

Physicians don’t read MDTM reports linearly:

1. Filtering: Discard fields irrelevant to colorectal 
cancer. 
2. Prioritization: Check critical MDTM fields first.
3. Conditions: Consult additional fields 
conditionally based on key field values.

We designed an algorithm that follows their 
hierarchical clinical reasoning process.

Goal: 
Retrieving—for each patient—the relevant paragraphs of 
treatment recommendations from the thesaurus.

Challenges:
➢ Limited availability of annotated clinical data.
➢ Computational constraints: limited hospital resources.
➢ Patient data privacy: on-premises AI model requirement.

Leaf approach: classifying only leaf paragraphs (treatments are located in the leaves).
Traversal approach: efficiently traversing the thesaurus graph from root to leaves.❖ Local lightweight 

model: ensures data 
privacy.

❖ Traceable 
Recommendations: 
Provides source 
paragraphs directly 
from the thesaurus

If field A = x, then include
field B and exclude field C

Highest-
priority fields

Adding lower-
priority fields

Relevant 
MDTM fields
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