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We train a small adapter module on top of any frozen black- MSI evaluates whether an explanation is sufficient,
box model using a differentiable approximation of MSl. compact, and robust to multiple valid explanations.
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Generates high-quality, causal explanations without MSI combines these ideas
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4 Quantitative Results

Synthetic MNIST Dataset
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5 Qualitative Examples

CIFAR-10 . .
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